
WE ARE in a time of explosive growth 
in digital display technologies, applications, 
and markets.  During design and manufacture, 
displays are measured with instruments to
quantify their visual quality.  For this purpose,
it would be useful to have an instrument that
could mimic the performance of the human
observer.  We have developed an instrument of
this kind – the Spatial Standard Observer
(SSO), a software algorithm that incorporates
a simple model of human-visual sensitivity to
spatial contrast for use in a wide variety of dis-
play inspection and measurement applications.

The SSO began in an effort to account for
the results of a research project known as
ModelFest.  This was a collaboration among
an international consortium of vision-research
groups, who sought to create a common set of
benchmark data to describe human sensitivity
to spatial patterns.1-3 They designed a set of
43 standard stimuli, and collected contrast
thresholds for each stimulus from a total of 
16 human observers.  A contrast threshold is a

measure of the smallest amount of contrast
that is required for the image to be visible.
Contrast is the variation on luminance in the

image, expressed as a fraction of the average
luminance.  The data showed large variations
(about 1.5 log units) among the different spa-
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Fig. 1:  Overview of the Spatial Standard Observer.  The difference between test and reference
images is filtered by a contrast-sensitivity function (CSF), windowed by an aperture function,
and pooled non-linearly over space.  The two graphs show the CSF (left) and the aperture
(right).
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tial patterns.  Following collection of the data,
the theoretical challenge was to account for
these variations with a model of visual spatial
processing.  In our lab, we found that the data
could be accounted for with a rather simple
model.2,3 That model formed the basis for the
SSO, which is outlined Fig. 1.

The input to the model is a pair of images:
test and reference.  The difference between test
and reference images is filtered by a contrast-
sensitivity function (CSF).  The CSF is a mea-
sure of the visibility of different spatial fre-
quencies at different orientations.  Spatial fre-
quencies are sinusoidal variations in contrast
over space.  This function is two-dimensional
and reflects the decline in human-visual sensi-
tivity at higher spatial frequencies and at very

low frequencies, as well as the lower sensitiv-
ity at oblique orientations (the oblique effect).  

The filtered image is then multiplied by an
aperture function.  This reflects the decline in
human-visual sensitivity with distance from
the point of fixation.  The final step is to pool
the resulting image over space, using a non-
linear Minkowski metric, in which the abso-
lute value of each pixel is raised to a power
beta, summed, and then the beta root is taken.
Beta is a parameter of the model, which here
has a value of about 2.4.  Because the SSO
metric is calibrated against a large corpus of
human data, the output is in units of just-
noticeable difference (JND).  This means that
if two images differ by 1 JND, they should be
just discriminable. 

The SSO operates on digital images that
subtend 2° or less, viewed from a specific dis-
tance, and whose pixels have a known relation
to luminance.  Extensions of the basic metric
incorporate spatial masking, viewing of larger
images, and color.

Mura Inspection
While flat-panel-display manufacturing is
highly automated, most flat panels are exam-
ined for defects by human inspectors.  This
inspection stage is slow and costly, and
becomes more difficult as panel sizes
increase.  Reliability and consistency of
inspection are also generally unknown. 

One important category of defect is called
“mura,” derived from the Japanese word for
blemish.4 Mura are typically low-contrast
spots, smudges, and streaks of various shapes
and sizes that are visible when the display is
driven at a uniform value.  Different types of
mura arise through different defects in the
structure of the display.  There have been pre-
vious efforts to define and quantify mura.4,5

However, these definitions do not provide a
clear method for measuring real mura, in part
because the definitions are normative and do
not provide general measurement methods. 

To automate the process of display inspec-
tion, it is necessary to compute the visibility
of the defect to a human.  This requires a cali-
brated model of human sensitivity to spatial
patterns such as the SSO.
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Fig. 2:  Example of SSO mura measurement.  The left image is a capture of a 17-in. LCD panel.
The right image shows the SSO output image, thresholded at 2 JND.  The peak value is 4.1 JND. 
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Fig. 3:  Motion-blur metric based on the Spatial Standard Observer.  An ideal edge and the motion-blurred edge are subtracted and the differ-
ence is filtered by a contrast-sensitivity function and pooled nonlinearly over space.  The result is a visible motion-blur measure (VMB) in units
of JND.



To apply the SSO to mura detection, a sin-
gle image of the display under test is acquired.
This image is first preprocessed to remove
signals that are not of interest.  It may also be
cropped and down-sampled.  A reference
image is then created from this image by
removing mura-like signals.  Test and refer-
ence images are then compared and their dif-
ference measured.  The SSO produces mea-
surements in units of JND.  In a typical mode
of operation, the SSO produces both an image
showing the location of the mura, as well as a
peak JND measure, defining the worst artifact
in the image.

An example is shown in Fig. 2.  On the left
is an image captured from a 17-in. liquid-crys-
tal-display (LCD) panel.  The primary defect
here is a bright blob in the upper right of the
display.  On the right is the SSO output,
shown as an image, and thresholded at 2 JND.
Measurements of this sort can be easily used
for grading, selecting, or rejecting displays, as
well as identifying the location of the major
artifacts.

Motion Blur
Current LCDs excel in many ways, but they
remain inferior to the best CRT displays in 
one respect.  The image on the face of a CRT
is produced by a beam that scans rapidly over 

the active area.  As a result, each pixel is illu-
minated for only a fraction of the frame dura-
tion.  In contrast, in the typical LCD, each
pixel remains at the same brightness for the
entire frame duration (a so-called sample-and-
hold display).  When combined with the rela-
tively slow switching times of many LCDs,
this results in a blurring of rapidly moving
edges.  This motion blur can be measured
with a pursuit-camera system, to provide an
image as seen by an eye tracking the moving
edge.6 The motion blur can also be calculated
from knowledge of the temporal response of
the LCD.7

However, beyond measuring or calculating
motion blur, it is important to know how visi-
ble the blur would be to a human observer.
Recently, we have shown how the SSO can be
used for this task as well.7

Motion blur is usually evaluated by observ-
ing a light–dark edge moving horizontally
across the screen.  As the human observer
tracks this edge with his eye, the otherwise
sharp edge is smeared by the slow temporal
response.  Figure 3 shows the cross section of
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Fig. 4:  Example of calculation of the Visible Motion Blur. 
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Fig. 5:  A 1.2-mm square sample from a rear-illuminated projection screen.



an ideal sharp edge, and the same edge as it
would be rendered on the back of the eye of
an observer tracking the edge, assuming a par-
ticular speed of motion and a particular LCD
temporal response.  In this example, the edge
is blurred over a distance of several pixels.
The next step is to take the difference between
these two edges.  The result is the artifact, but
it is not yet expressed in visible units.  We
pass this difference signal through the contrast
sensitivity function of the SSO, though in this
case it is only one-dimensional because the
edge varies only in one dimension.  The fil-
tered difference is then pooled in the standard
manner using the Minkowski metric.  Though
not shown here, the aperture may also be
included.  The result is a measure of visible
edge blur in units of JND.  We call this the
Visible Motion Blur (VMB).  

This measure has several advantages over
other proposed measures, which typically only
look at the width of the blurred edge.  First, it
employs meaningful units of JND, as do all
SSO measures.  Second, the measure takes
into account the contrast of the edge.  This is
important because not only black-white edges
are used to test motion blur, but also so-called
gray-to-gray transitions.  Finally, because it
looks at the entire blurred-edge waveform,
this measure can take into account the effects
of advanced techniques such as backlight
strobing, overdriving, and black insertion.

Figure 4 shows an example of VMB calcu-
lation.  We begin with a graph of the transi-
tion from dark to light over time as the LCD is
switched from black to white [Fig. 4(a)].  In
this example, we have exaggerated the slow-
ness of the LCD and also given the function
an overshoot, as might occur in the case of
overdriving.  The cross section of the resulting
blurred edge is shown in Fig. 4(b).  Subtract-
ing that blurred edge from the ideal edge
yields the artifact shown in Fig. 4(c).  That
artifact is then filtered by the CSF resulting in
the waveform shown in Fig. 4(d) that is then
integrated using the Minkowski metric to
yield an output of 2.3 JND.  

Measuring Screen Grain
Projection displays produce a large image at
relatively low cost and are an important part
of the current display market.  Rear-projection
display screens often employ optical elements
such as spherical lenslets (glass beads)
embedded in a dark light-absorbing material.
This allows efficient transmission of the pro-

jected light, while rejecting most of the ambi-
ent light.  This in turn ensures a high-contrast
image, even in the presence of significant
ambient illumination. 

However, irregularities in the size and spac-
ing of the beads lead to non-uniformities in
appearance of the screen when uniformly illu-
minated.  This particular artifact is often
referred to as screen grain.  In Fig. 5, a small
1.2-mm sample from one screen in which
these irregularities are evident is shown.  Note
that this is a highly magnified view, and in
typical use this screen would be viewed from
some distance, 63.5 cm for example, where it
would subtend only about 0.1°.  Under these
conditions, the individual beads would not be
visible as shown in the figure, but the image
on the screen would have a grainy appearance.

In the design of projection screens, it is
important to minimize the visible screen

grain.  For this purpose, it would be useful to
have an objective measure that accurately
reflected the visibility of screen grain.  In a
recent project, I worked with Thomas Fiske,
Louis Silverstein, and Sue Hodgson to evalu-
ate a number of metrics for this purpose.  A
complete description of the project will be
published in the Journal of the SID.8

Subjective data were collected from human
observers for 10 different rear-projection
screens, along with a standard, which was
essentially uniform.  The data were analyzed
to express the screen grain of each display in
units of JND.  The units showed large differ-
ences ranging from 0 (indistinguishable from
the standard) to over 4 JND.

Digital image samples were also taken from
each screen, and these were analyzed by the
SSO, which returned measures of the visible
artifact, in units of JND.  A comparison of the
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human and SSO estimates is shown in Fig. 6.
Not only is the correlation between the two
estimates quite good (r = 0.934), but the abso-
lute magnitude of the predictions is close to
the actual values in JND.  This absolute agree-
ment might be even closer if the extended
observation interval (several seconds) for the
human observers was taken into account.

Conclusion
The Spatial Standard Observer offers a new tool 
for design, specification, and inspection of 
visual displays.  The ability to automatically 
measure mura in flat-panel displays will im-
prove the efficiency and thus lower the cost of
automated manufacture of large flat-panel dis-
plays.  A perceptually based measure of motion 
blur will allow rational design and selection of
displays and display technologies, as well as 
rational specification of displays for the con-
sumer.  A perceptually based measure of screen 
grain will allow optimized design of projection 
screens.  We have described three specific appli-
cations of the SSO, but there are many others.
Just as the measurement of luminance is fun-
damental to the engineering of displays, so too
should be the measurement of visible spatial
contrast, through a device such as the SSO.
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